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ABSTRACT

The inspection of cracks in complex engineering structures is increasingly important, as crack
characteristics serve as a key indicator for Structural Health Monitoring (SHM). However,
accurately segmenting and realistically reconstructing three-dimensional (3D) complex cracks
remains challenging in the field of civil engineering. To this end, this paper proposes a
computer vision method, by introducing a fine-tuning Segment Anything Model (SAM), and
further proposing the Adaptive View 3D Gaussian Splatting (AVGS). Firstly, in the two-
dimensional (2D) domain, the fine-tuning SAM 1is used to robustly segment cracks from
multiple camera views. Then, in the 3D domain, the proposed AVGS is to realistically
reconstruct 3D cracks and engineering structures, by developing adaptive sampling, spatially-
aware densification, and multi-view geometric consistency. The proposed method has been
applied in three complex engineering structures. Results show that the method can realistically
reconstruct and segment both 3D engineering structures and detailed cracks. This capability
will offer valuable technical support for advancing intelligent inspection and SHM applications,
throughout the entire urban pre- and post-disaster process.

Keywords: Structural health monitoring, crack segmentation, computer vision, 3D crack

reconstruction, civil engineering
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1. Introduction

Civil infrastructures provide the essential backbone for societal progress, facilitating both
industrial advancement and daily convenience [1, 2]. With the rapid expansion of engineering
projects in recent years, growing attention has been directed toward the inspection, operation,
and maintenance of critical assets [3]. Among various potential defects, cracks are
particularly prevalent [4]. They may compromise stiffness and load-bearing capacity,
accelerate reinforcement corrosion, and ultimately threaten structural safety and service life
[5, 6]. Consequently, reliable crack detection plays a very essential role in Structural Health
Monitoring (SHM) [7, 8].

Manual inspection is a common method for detecting cracks in civil infrastructures [9],
Nevertheless, this approach may be influenced by several limitations, including overall
inefficiency, high labor intensity, extended inspection cycles, and considerable safety risks
[10]. With the rapid progress of robotic systems and navigation technologies, automated
inspection based on computer vision has become increasingly integrated into intelligent
construction and infrastructure management [11]. A variety of automated platforms, such as
pipeline robots [12], wall-climbing robots [13], remotely operated vehicles [14], and
Unmanned Aerial Vehicles (UAVs) [15], have been designed and deployed to undertake
diverse crack inspection tasks. These robotic systems substantially enhance efficiency while
reducing the likelihood of accidents [16]. However, each inspection mission often generates
an overwhelming volume of images and video sequences, and filtering out defect-relevant
content from this redundant data stream continues to pose a significant research challenge.

Existing computer vision studies for crack detection can be divided into traditional
approaches and machine learning-based methods. Traditional approaches mainly include
thresholding, edge detection, region segmentation, and matching strategies. For example,

fatigue cracks near bridge [-beam bolt connections have been successfully detected using the
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Frangi filter combined with the Canny edge detector [17]. Comparative studies of edge
detection algorithms, such as the Fast Haar Transform (FHT), Fast Fourier Transform (FFT),
Sobel, and Canny, have shown that FHT provides superior accuracy in bridge crack
identification [18]. In addition, the Neighborhood Histogram Difference Method (NHDM)
has been developed to segment cracks by exploiting their continuity and the relationship
between threshold values and image standard deviation [19]. In recent years, with the rapid
advancement of machine learning, particularly deep learning, these techniques have been
employed for the autonomous detection of structural defects, with models mainly categorized
into Convolutional Neural Network (CNN)-based and Transformer-based [20]. In CNN-
based methods, the Mask Region-Based CNN (Mask R-CNN) has been used to detect cracks
from UAVs and integrated into operational platforms [21]. Many versions of You Only Look
Once (YOLO) have been applied to enhance the efficiency and accuracy of real-time bridge
crack detection under complex backgrounds [22]. In addition, an improved DeepLabv3+
semantic segmentation network has been applied to crack segmentation, leading to more
precise delineation of crack details [23]. In Transformer-based methods, the Swin
Transformer architecture has also been applied [24], achieving superior performance in road
crack detection compared with models using U-shaped Convolutional Network (UNet) and
Residual Neural Network (ResNet) backbones. PoolingCrack [25], an efficient Transformer-
based model, has been proposed by leveraging a hierarchical structure to capture local and
global information in images, enabling accurate recovery of crack maps in various conditions.
However, these approaches face a fundamental challenge in that they require large volumes
of labeled crack data for training, which is both naturally scarce and expensive to annotate
manually, as structures ideally contain few defects. Recent advances in generative Artificial
Intelligence (AI) have shown promise in addressing data scarcity through synthetic data

generation [26]. Complementary to data augmentation approaches, foundation models offer
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another pathway by leveraging transfer learning from massive pre-existing datasets. Without
sufficient model capacity and generalization capability, approaches may struggle to
accurately identify cracks in diverse unseen cases. Without sufficient diverse training
examples, models may struggle to accurately identify cracks and generalize to unseen cases.

Furthermore, the aforementioned methods are limited to crack identification in two-
dimensional (2D) planes, while in practice, structural cracks exist in three-dimensional (3D)
space with complex geometric characteristics that require spatial depth information for
comprehensive assessment. Accordingly, various 3D reconstruction techniques have been
developed and can be categorized based on their underlying principles. These methods
provide feasibility for reconstructing 3D complex cracks and engineering structures from
multi-view 2D crack segmentation images based on the aforementioned 2D segmentation
methods, thereby bridging 2D detection with 3D spatial analysis. Traditional geometry-based
methods can be roughly categorized into real-time Simultaneous Localization and Mapping
(SLAM) methods, and slightly slower methods of Multi-View Stereo (MVS). In visual
SLAM, monocular or RGB-D cameras capture images, from which feature points are
extracted for camera pose estimation and map construction. Such camera-only systems have
been effectively applied to 3D reconstruction of engineering structures [27]. However,
camera-only SLAM produces sparse reconstructions insufficient for detailed crack detection.
Current research, therefore, focuses on multi-sensor fusion SLAM integrating visual and
LiDAR data for precise 3D crack mapping [28]. Although SLAM can achieve real-time 3D
reconstruction for crack mapping, the reconstruction quality still has room for improvement,
with accuracy generally lower than MVS methods [4]. Moreover, optimization strategies and
enhanced hardware equipment are required to meet the precision demands of structural crack
analysis. In MVS [29], sparse 3D point clouds are firstly reconstructed from multi-view

images using Structure from Motion (SfM) [30], then densified through MVS algorithms to
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generate dense reconstructions. Recent research [31] has integrated pixel-level segmentation
with MVS to detect 3D complex cracks, achieving 1.3% error in length and 0.15 mm in width
measurements, demonstrating MVS's advantages for precise 3D crack analysis. Beyond these
geometry-based reconstruction methods, robotic platforms equipped with various 3D sensing
technologies have been successfully deployed for practical structural inspection applications.
Torok et al. [32] proposed an image-based 3D reconstruction approach for automated crack
detection in post-disaster building assessment. Ghadimzadeh Alamdari and Ebrahimkhanlou
[33] developed a multi-scale robotic system integrating CNN and laser scanning for precise
hairline crack measurement in concrete structures. Shim et al. [34] introduced a remote
robotic inspection system utilizing stereo vision for 3D concrete damage measurement in
tunnels. These practical implementations demonstrate the increasing maturity of automated
3D inspection technologies for infrastructure health monitoring. More recently, neural
rendering-based methods have emerged as alternatives to traditional geometry-based
approaches, and have been introduced for 3D structure reconstruction. In this regard,
developments in Neural Radiance Field (NeRF) technology have advanced 3D reconstruction
[35], by addressing MVS limitations in texture-less regions and complex surfaces due to
feature matching constraints. The very recent study applied NeRF for crack detection [36],
achieving highly realistic reconstructions while improving both training efficiency and
accuracy compared to traditional MVS approaches. However, NeRF's Multi-Layer
Perceptron (MLP)-based volumetric rendering faces high computational costs and degraded
performance in low-texture areas common in structural surfaces. To address these limitations,
more recently, 3D Gaussian Splatting (3DGS) [37] has been proposed, offering significant
advantages in the computer vision field by substantially reducing computational costs through
probabilistic splatting while achieving superior rendering accuracy with fine structural details.

Despite these promising advantages, to the best of the authors' knowledge, 3DGS has not yet



135

136

137

138

139

140

141

142

143

144

145

146

147

148

149

150

151

152

153

154

155

156

157

158

been applied to 3D engineering crack reconstruction.

However, a few core challenges to directly applying 3DGS to reconstruct complex
engineering structures and cracks exist. Due to random viewpoint sampling, a fixed
densification threshold, and no explicit geometric consistency modeling, simple regions may
be over-represented while complex cracks or detailed features are under-trained, leading to
missed crucial viewpoints and suboptimal reconstruction [38]. Thus, for complex civil
engineering applications, 3DGS still needs improvement. To this end, firstly, in the 2D
domain, this paper introduces a fine-tuning Segment Anything Model (SAM), which
segments 2D cracks to overcome insufficient detection and poor generalizability. Then, in the
3D domain, an Adaptive View 3DGS (AVGS) is proposed to address 3DGS limitations in
reconstructing complex 3D engineering structures and cracks. The key contributions of this
paper are as follows:

1) This paper fills the research gap of applying 3DGS to 3D crack segmentation and
reconstruction, making it possible for realistic 3D reconstruction of complex
engineering structures and cracks.

2) This paper introduces a fine-tuning SAM for accurately segmenting crack information
in 2D images, providing a crucial basis for the 2D-to-3D crack projection.

3) AVGS is further proposed to improve 3DGS reconstruction quality for 3D complex
engineering structures and cracks, by developing adaptive sampling, spatially-aware
densification, and multi-view geometric consistency.

The remainder of this paper is organized as follows. Backgrounds are reviewed in Section

2, and the proposed methodology is described in Section 3. Validations through practical case

studies are presented in Section 4, and conclusions are provided in Section 5.
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2. Background

As mentioned above, in this paper, to adaptively reconstruct and segment highly realistic 3D
models of complex engineering structures with fine crack details, firstly, fine-tuning SAM is
introduced to robustly segment crack components from multi-view 2D images, captured from
multiple viewpoints around the practical engineering structure and cracks. These segmented
2D crack results serve as the basis for extracting the crack-specific 3D information. Then, the
proposed AVGS is used to generate highly realistic 3D crack and structural models from the
segmented 2D images. Therefore, in this section, firstly, an overview of backgrounds in 2D
crack segmentation is provided, and then backgrounds in 3D structure reconstruction methods

related to 3DGS are reviewed.

2.1 2D crack segmentation
In this section, deep learning-based 2D crack segmentation methods are primarily overviewed,
for they have demonstrated significant advantages over traditional image processing
approaches in terms of automatic feature extraction and robustness to environmental variations
such as concrete surface textures and weathering stains that may be misidentified as cracks.
Various architectures have been developed, including Mask R-CNN [21], YOLO [22],
improved DeepLabv3+ [23], Swin Transformer [24], PoolingCrack [25], and Vision
Transformer [39]. However, small models on limited datasets face insufficient identification
capabilities and poor generalizability, necessitating more powerful foundation models and
efficient adaptation strategies.

To address generalizability issues, vision foundation models offer solutions through
extensive pretraining. Recent studies have explored various Al-driven approaches to tackle
challenges in crack detection. Shao et al. [26] demonstrated that integrating text-to-image

generative models with large language models can synthesize realistic crack images for
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training, achieving up to 60% improvement in precision compared to models trained solely on
real-world data. Such generative approaches effectively augment training datasets by creating
diverse synthetic examples. Foundation models like SAM complement these efforts by
providing robust feature representations learned from extensive pretraining. SAM is a
foundation model for semantic segmentation, trained on over 1 billion masks from 11 million
images [40]. However, directly applying SAM for crack segmentation is not feasible as it
provides masks of all instances [41], while crack analysis requires only binary crack masks.
Since SAM lacks crack-related semantics, fine-tuning SAM shows the potential of foundation
model adaptation for specialized crack detection.

Given computational constraints and limited datasets in civil engineering, transfer learning
techniques become essential for utilizing foundation models. Pretrained weights have been
used to initialize backbones [42], and zero-shot learning classifies unseen classes [43].
However, full fine-tuning may be impractical due to resource limitations. Therefore, related
methods must be adopted to leverage foundation models.

To overcome the limitations that make full fine-tuning impractical, parameter-efficient fine-
tuning provides an optimal balance between performance and computational resources.
Specifically, this approach selectively fine-tunes the mask decoder weights, Low-Rank
Adaptation (LoRA) matrices within the self-attention layers, and Adapter module parameters,
which collectively account for less than 5% of the total model parameters, while keeping the
image encoder weights frozen. Parameter-efficient fine-tuning SAM has shown promise in
medical segmentation through SAM-Adapter [44], Adapter-based strategies [45], and Low-
Rank Adaptation (LoRA)-based approaches [46], demonstrating potential for specialized
segmentation tasks. Moreover, parameter-efficient fine-tuning SAM, fine-tuned using Adapter
and LoRA, has shown excellent performance for 2D crack segmentation tasks [47]. Given

parameter-efficient fine-tuning SAM's superior 2D crack segmentation capability through
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effective fine crack identification, robustness against complex backgrounds, and precise binary
masks for quantitative analysis, this paper directly introduces this fine-tuning SAM for

effective 2D crack identification before proceeding to the novel 3D reconstruction framework.

2.2 3D structure reconstruction

3D structure reconstruction fundamentally relies on novel view synthesis [37], which
facilitates consistent comprehension of 3D structures from multiple viewpoints. High-quality
synthesis typically requires that novel viewpoints maintain substantial overlap, commonly 60-
80%, with the captured views, with synthesis quality degrading as the overlap decreases [37].
Early novel view synthesis approaches utilized light fields [48], initially requiring dense
sampling before enabling more flexible image acquisition. The advancement of SfM [30]
enabled novel view generation from unstructured image collections while producing sparse 3D
point clouds during camera calibration. Subsequently, MVS techniques [49, 50] achieved
significantly more detailed 3D reconstructions, enhancing view synthesis capabilities. These
approaches operate by reprojecting and blending input images into novel views guided by
reconstructed geometry. Although generally effective, they may encounter failures when scene
portions are inadequately reconstructed or when spurious geometries such as floating artifacts,
incorrect depth values, and phantom surfaces appear. More recently, neural rendering
approaches [51] have mitigated these limitations and produced superior 3D results without
requiring complete input image storage on GPUs.

Deep learning techniques have also been extensively adopted for novel view synthesis [52],
primarily for estimating blending weights [49] or developing texture-space solutions [50].
Multi-View Networks (MVNet) [53] exemplifies this integration by combining deep learning
with MVS through constructing 3D cost volumes from multiple views and employing 3D

CNNs for depth estimation. While it can achieve high-quality reconstructions, it requires
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preparing datasets for different scenes, which may be labor-intensive and limit its scalability
in real-world applications.

In recent years, NeRF has marked a great advancement in 3D reconstruction in the
computer vision field [35, 54]. NeRF represents a scene as a continuous volumetric function
F,: (x,d) — (c, p), where y denotes the learnable neural network parameters, X € R* denotes
spatial location, d represents viewing direction, ¢ € R3 is the RGB color, and p € R* is the
volume density. This implicit neural representation is implemented through an MLP that maps
five-dimensional (5D) coordinates to color and density values. For novel view synthesis, NeRF
employs volumetric rendering by casting rays r(t) = o + td from camera origin o along
direction d, where t parameterizes points along the ray. The final pixel color P(r) is computed
by integrating color contributions weighted by density p and accumulated transmittance T (t)

along the ray from near bound ¢, to far bound t;:
P() = [JT(@®) - p(r(®) - c(r(t), d)at, (1)

where T(t) = exp(— [ tt p(r()) d9I) represents the accumulated transmittance along the ray.

NeRF has demonstrated successful applications in practical engineering for reconstructing
3D structures, including buildings [55] and bridges [13], thereby yielding results that closely
approximate practical 3D engineering structures even in textureless regions or complex
surfaces. A very recent study [36] applied NeRF for 3D crack detection, achieving highly
realistic reconstructions with tenfold efficiency improvement and maintaining high
segmentation accuracy. All these studies demonstrate the great potential of NeRF-based 3D
reconstruction methods for crack detection and complex engineering structure reconstruction.
Nevertheless, NeRF reconstructs scenes through MLP optimization via volumetric ray-
marching for novel view synthesis, often incurring high computational costs, prolonged

processing times, and visual artifacts. Furthermore, NeRF's heavy dependence on abundant
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visual textures leads to degraded performance in low-texture regions commonly encountered
in complex engineering structures with fine details.

More recently, 3DGS [37] dramatically reduces NeRF's computational burden through a
probabilistic splatting methodology that uses explicit 3D Gaussian primitives rather than
implicit neural representations. Essentially, 3DGS, MVS, and NeRF rely on sparse point
clouds and camera poses from SfM [30] involving the steps of correspondence search and
incremental reconstruction, and are then refined into dense point clouds for high-fidelity
reconstruction. Specifically, 3DGS represents the scene as a collection of 3D Gaussians, where
each Gaussian i is defined by its mean position y;, 3D covariance matrix g;, opacity f5; €
[0,1], and view-dependent color p;.

The core rendering process of 3DGS relies on differentiable splatting: each 3D Gaussian is
projected onto the 2D image plane by transforming its covariance matrix:

o' =Ja], 2)
where | is the Jacobian of the projective transformation. Then the color of each pixel is
computed by alpha blending these ordered Gaussians:

P =3Xipi- B - T1525(1 = B;), 3)
where B; is the 2D projected opacity obtained by projecting the 3D Gaussian onto the image
plane, and the product term represents the accumulated transmittance from front-to-back
compositing. This explicit representation enables efficient real-time rendering while
improving accuracy by better handling view-dependent effects and fine structural details.

During training, the loss function is defined as follows:

L= (1 - AD—SSIM)Ll + AD—SSIMLD—SSIMs (4)

I}"ender
i

1 t . .
where L; = — ’l-V=1| —I¢ | measures the L, distance between the rendered image

Irender and the ground-truth image I8%. Lp_ggy is the Differential Structural Similarity Index

11
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Measure (D-SSIM) loss calculated by Lp_gsgyy = 1 — SSIM(I7e™9er — [8Y) | N is the total

number of pixels, and Ap_ggpm 1S the balancing coefficient, typically set to 0.2 [37].
Moreover, density control adaptively refines the Gaussian set during optimization. For each

Gaussian i with the projected 2D position u?P, the positional gradient magnitude accumulated

over training views is computed as:
1$m
9,02 ] = 520w Vo] ®

where M is the number of views where the Gaussian is visible and £,,, is the rendering loss

from view m. Based on this gradient, the implementation of density control can be divided as:
(1) Densification: When ” V“ZDL ” > Tgensity> the Gaussian is cloned if its scale is small, or
L

split into smaller primitives if its scale is large;

(2) Pruning: Gaussians with opacity 8; < 75 or excessively large scales are removed.

This adaptive mechanism allows the model to add Gaussians in under-reconstructed regions
and remove redundant ones, thereby better representing scene geometry while maintaining
computational efficiency. The overall intuitive procedures are shown in Fig. 1.

However, the standard Gaussian densification strategy uses a fixed-threshold mechanism
with Tgensity typically set to 0.005. Three main issues should be addressed: 1) training
viewpoints are sampled completely at random, ignoring their varying contributions to
reconstruction quality; 2) the densification threshold is globally fixed and cannot adapt to
spatial variations in reconstruction difficulty; 3) multi-view training does not explicitly model
geometric consistency or spatial coverage, which may result in under-sampling in some
regions and redundancy in others. These issues make it difficult to accurately reconstruct
cracks and complex engineering structures, as fine details may be undertrained, spatial
heterogeneity cannot be well captured, and some critical regions may remain insufficiently

reconstructed.

12



306
307

308

309

310

311

312

313

314

315

316

317

318

319

320

321

322

323

324

325

2D image plane 3D Gaussian distribution

=
/ 8
N o — -
: - 5 z Clone Optimizat-
e : § on
! : Splatting
....... ] ——
""" : g
yon 2
' i ; s
b eanemmmnie] g E —
i o) g Split Optimizat-
H ; i 154 ion
(a) Projection (b) Adaptive control

Fig.1. Key procedures in 3DGS for processing 3D Gaussians.

3. Methodology

The overview of the proposed method, for reconstructing and segmenting 3D models of
complex cracks and engineering structures, is shown in Fig. 2. In general, the related
implementations can be roughly divided into two steps, 1) robust multi-view 2D crack
segmentation based on fine-tuning SAM, and 2) realistic 3D structure model reconstruction
using the proposed AVGS. It should be noted that fine-tuned SAM is used solely for 2D
segmentation to generate binary masks for visualization and evaluation. AVGS does not
explicitly utilize mask information to bias densification or weight loss. The adaptive
mechanisms operate purely based on reconstruction errors and geometric properties without

semantic guidance.

3.1 Fine-tuning SAM for 2D crack segmentation

The fine-tuning SAM includes three essential parts: an image encoder, a prompt encoder, and
a mask decoder. Since previous studies [44, 45, 47] have demonstrated the robustness and
effectiveness of the SAM architecture through fine-tuning without structural modifications,
this paper also uses the original architecture and uses a crack dataset for fine-tuning. It should

be noted that the mathematical formulations in this section are specific to 2D crack
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Fig.2. Overview of the proposed method.

The Vision Transformer block comprises two essential components: window attention and
an MLP. The input patches x € RF*B*C (where H, B are height, width of the feature map, and
C is the channel number), are divided into windows of size w X w, yielding a total of N
windows, each denoted as x € RV*®*®XC " \where N = H X B/w? is the total number of
windows. The size of each window is chosen as 14, following the configuration in [47]. Then,
a multihead self-attention mechanism is applied to x.

The input x is divided along the channel dimension and input to several attention heads.
Then, the query Q;, key K;, and value V; vectors are generated by learnable weight matrices
Wo,» Wk, and Wy, with bias terms sz’ pr and bVl.:

Q; = Wy, x; + by, (6)

Ki = WKixi + bKi' (7)

14
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Vi = WVixi + bVi’ (8)
where x; denotes the input feature subset assigned to the i-th attention head.

The similarity between Q and K is then calculated using the dot product, and the resulting

scores are scaled by,/d, (where dj, is the dimension of the key vectors). The output is then
scaled using the softmax function for normalization, after adding learnable positional

embeddings (denoted as pos). Each head’s output can be generated by multiplying V;:

el
Atten; = softmax LS pos |V, 9)
Vi

where Atten; represents the attention output of the i-th head. The outputs of each head are
concatenated and fed into a linear layer. Finally, the windows are rearranged back to the
original size of x, € RI*B*C,

The MLP consists of fully connected layers, firstly increasing the initial dimension by a
factor of four, and then reducing it, using Gaussian Error Linear Unit (GELU) as the activation
function [56]. This expansion-contraction structure can increase model expressiveness by
projecting features into a higher-dimensional space where complex non-linear transformations
can be more effectively learned, before compressing back to the original dimensionality. The
expansion ratio of four is a standard choice in Transformer architectures [47], empirically
shown to provide an effective balance between model capacity and computational efficiency.
Both modules incorporate Layer Normalization (LN) [57] and residual connections [58].

Firstly, the image encoder uses Mean Absolute Error (MAE)-pretrained Vision Transformer
[59] with patch embedding (16X 16 convolution, stride 16), positional embeddings, a neck, and
a Vision Transformer backbone. Vision Transformer-Huge is selected over smaller variants
such as Vision Transformer-Base or Vision Transformer-Large because crack segmentation

requires substantial model capacity to handle the inherent challenges of the task. In this paper,

Vision Transformer-Huge configuration employs d = 1280 embedding dimension, 32

15



365

366

367

368

369

370

371

372

373

374

375

376

377

378

379

380

381

382

383

384

385

386

387

388

389

transformer blocks, and 16 attention heads to address these challenges. The high-dimensional
embedding space of 1280 enables fine-grained discrimination between subtle crack intensity
variations and background noise. The deep 32-block architecture allows progressive feature
refinement from coarse crack localization to precise boundary delineation. Multiple attention
heads capture crack characteristics across different orientations and scales simultaneously,
which is essential for detecting complex crack patterns. The 16X16 patch size can balance
spatial granularity with contextual information, preserving fine crack details while maintaining
sufficient local context to distinguish cracks from similar linear features. The neck reduces
dimensions to 256 through pointwise and 3 X 3 convolutions with LN. The output is z €
RZ56xH/16XC/16 (wwhere 7 is the compressed image embedding).

Secondly, for the prompt encoder, since crack segmentation has a predetermined target, the
prompt encoder incorporates a learnable default embedding vector, which is combined with
the image embedding at all spatial locations.

Thirdly, for the mask decoder, learnable tokens, together with the prompt embeddings, are
input to a two-layer bidirectional Transformer that performs: (1) self-attention on tokens; (2)
cross-attention from tokens to image embedding; (3) MLP token update; (4) image-to-token
cross-attention, with residual connections and LN throughout. Transposed convolutions (stride
2, kernel 2x2) with GELU and LN upsample the embedding. High-resolution binary masks
M € {0,1}"*B are generated via bilinear interpolation. Parameter-efficient fine-tuning is
applied in Vision Transformer blocks, and the prompt encoder and mask decoder are also fine-
tuned [46].

Among various parameter-efficient fine-tuning methods, Adapter is used since its flexible
insertion at multiple strategic positions, efficient domain-specific pattern capture through
bottleneck structure, and robust cross-task performance [45]. Adapters are added following

attention layers and in parallelly with MLP. The Adapter uses a down-projection matrix Wyown»
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GELU activation, up-projection matrix W;,, with residual connection, with down-projection
and up-projection bias terms bgow, and byy:
x' = (Vl/up(GELU(Wdownx + bdown) + bup)) +Xx (10)

For parallel MLP Adapter with scaling factor sf:

X}, = sf - (Wup (GELU(Wdown - LN(xm)))> + MLP(LN (%)) + X, (11)

where x,,, is the original input features of MLP, and x,,, is the output of the MLP processed by
the parallel Adapter.

Training is conducted using a combined loss function where cross-entropy loss and Dice
loss are weighted with coefficients of 0.2 and 0.8, trained on the Facade390 dataset [47],
optimized by AdamW with poly learning rate scheduling for 100 epochs. Facade390 consists
of images of building walls and column cracks captured by UAVs, where image quality may

be affected by distance, blur, and interference from stains, shadows, or joints.

3.2 AVGS for 3D structure reconstruction

3.2.1 Adaptive viewpoint importance sampling

As mentioned before, the first issue of 3DGS is that random camera sampling may allocate
more training resources to geometrically simple regions, while complex and challenging areas
with higher reconstruction demands remain insufficiently optimized [37]. The proposed AVGS
addresses this through importance-weighted camera selection. For the training camera set
{C,, ..., Cy}, each camera C; maintains an importance weight w; and cumulative loss £;. At the
iteration k, when camera i is sampled, its difficulty score by combining four complementary

indicators is defined by:
s%9 = 0.4L5" + 03|V ]| + 0.2¢(18Y) + 0.1(1 - Gy, (12)

where Ilgt is the image recorded by C;. Notably, the weights from Eq. (12) reflect each factor's
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relative importance in determining view difficulty. The reconstruction error £;°°°" is the most
important factor, receiving the highest weight of 0.4 because it directly measures how poorly

the current model fits this view and serves as the primary indicator of training necessity. The

1

— Yy J(Vxl)z + (Vyl)z, is the second most important factor

gradient magnitude, ||VI;|| =

with a weight of 0.3. Because it quantifies optimization potential, and large gradients indicate
significant room for improvement, especially at crack boundaries. The texture complexity,
C (Iigt), ranks third in importance with a weight of 0.2, capturing the inherent geometric
difficulty regardless of the current reconstruction state, and ensuring complex crack patterns
receive appropriate attention. The geometric consistency, measured as (1 — G;), is the fourth
most important factor with the lowest weight of 0.1, acting as a supplementary structural
indicator for detecting 3D misalignment. The weights sum to 1.0 to ensure normalized
importance scoring across all cameras.

Specifically, the texture complexity term C () from Eq. (12) is defined as:

ci) zﬁzbc,y \/(Sx*])2+(5y*1)2’ (13)

-1 0 1 -1 -2 -1
where S, =1-2 0 2f(and S, =| 0 0 0 | are Sobel operators in horizontal and
-1 0 1 1 2 1

vertical directions of the image, respectively, to detect high-frequency content. In this paper,
regions with complex cracks can be identified by their sharp changes in intensity at the edges,
which result in Sobel filter values above 0.5. These higher values are caused by the strong
high-frequency features present at crack boundaries. In contrast, smooth concrete surfaces
show little texture variation, so their Sobel magnitudes are typically below 0.1. This difference
in values allows for easy distinguishing between the two types of regions: when the texture
complexity C is greater than 0.5, the region contains cracks and is more challenging to

reconstruct, so it should be sampled more frequently. On the other hand, if C is less than 0.1,
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the area is largely flat and already well-represented. The geometric consistency score G; from

Eq. (12) is:

(2'meanrender”gt+scl)(zo_render,gt‘l'SCZ) (14)
(mean2 2

Gi:

2 2 ’
render+meangt+sc1)(arender+crgt+scz)

where meang, and mean,enq., are the average values of recorded and rendered images, agzt

and 02 4., are the variance values of recorded and rendered images, and Orendergt 18 the

covariance value between rendered and recorded images. Stability constants are sc; = 0.0001
and sc, = 0.0009. These constants prevent division by zero in the SSIM -calculation.
Following standard SSIM design [60], sc; = (0.01)% = 0.0001 stabilizes the formula when
images are very dark (mean = 0), and sc; = (0.03)? = 0.0009 handles cases when images
are uniform with no texture variation (62 ~ 0). The small values ensure they only activate in
extreme edge cases without affecting normal image comparisons. Low G; values indicate
structural misalignment even if pixel colors roughly match. This may occur at crack boundaries,
where depth discontinuities may cause view-dependent appearance changes. The term (1 —
G;) increases the weight of geometrically inconsistent views, where the optimizer is forced to
resolve 3D inconsistencies rather than only fitting photometric appearance.

To smooth short-term fluctuations, the cumulative loss is updated using an exponential
moving average:

2% = "V 4+ (1-a)s®, (15)
with the decay factor a set to 0.7 to balance stability and responsiveness. If a is too high (for
example, greater than 0.9), the sampler reacts too slowly to real improvements in
reconstruction. If a is too low (less than 0.5), it becomes overly sensitive to noise from single
iterations, resulting in instability. By choosing a = 0.7, the sampler maintains 70% of its
historical context, which helps it identify views that remain difficult over time. At the same

time, it can adapt to reconstruction progress within 3 to 5 iterations, which matches the usual
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frequency of densification updates. To prevent extreme weight values from completely

excluding certain cameras, weights are normalized every 50 iterations as:

{’i—min({’j)

wi=1+2 max(¢;)—min(¢,)+€

(16)

where € = 107° avoids division by zero, constraining w; between 1 and 3. This range allows
significant priority adjustment, giving difficult views up to three times the sampling weight
while maintaining diversity.

A critical challenge in engineering inspection is uneven spatial coverage, where hard-to-
access areas such as bridge undersides and cooling tower interiors are captured by only 2 to 3
camera viewpoints, whereas easily photographed facades are recorded by more than 20. To
this end, camera positions are binned in spherical coordinates (1, 6;, ¢;) where 6; =
arccos (z;/r;) is the polar angle and ¢; = arctan2(y;, x;) is the azimuthal angle, discretized
into a 10 X 20 grid with 18° resolution to distinguish viewing directions. The threshold

Ngig < 318 set to identify severely under-sampled regions like bridge undersides requiring

compensatory sampling. Under-sampled bins can be updated as:

=) (17)

W; < w; - max (1,
Ngrid

Bins with one camera double their weight, while bins with three or more cameras get no

bonus. This prevents blind spots in sparsely covered regions, which would otherwise have

three to five times higher reconstruction error. The final sampling probability is then computed

as:

Wi

M .
Y=y Wj

pr; = (18)

3.2.2 Spatial-aware adaptive densification
The second issue of 3DGS is fixed densification thresholds, which may ignore spatial
heterogeneity in reconstruction difficulty. For instance, a 0.5 mm crack on a 2 m? concrete

panel occupies only 0.025% of the image area but requires a Gaussian density roughly 100
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times higher than smooth regions. Standard 3DGS applies a uniform 74y, = 0.005, forcing

a trade-off between under-representing cracks or over-densifying walls [38]. AVGS resolves
this through spatially adaptive thresholds driven by local error statistics. Firstly, the image
plane is partitioned into a 32 X 32 grid, with each cell (by, b,) maintaining a sliding window
of 10 recent pixel errors. This grid resolution balances spatial precision for crack localization
with computational efficiency, following similar spatial discretization strategies used in
foundation segmentation models [40], while avoiding the computational overhead of finer

grids such as 64 X 64:

_ render gt
€by by = mean( Iyb, — be,byD (19)

This spatial discretization allows tracking reconstruction difficulty at sub-image granularity.

The global average error aggregates across space and time:
=_ 1 K ()
€= Wz(bx,by)EB k=1 €b.by> (20)

where |B| counts non-empty cells. This metric serves as a global scene difficulty indicator.

The adaptive threshold implements a three-regime control policy:

O'7Tbase ife> 0.2
Tadaptive = §1-3Tbase  if € < 0.05, (21)
Thase otherwise

where the base threshold 7y, 1s set to 0.005, equal to Tyengiry- Threshold coefficients of 0.7
and 1.3 are selected to distinguish between different levels of reconstruction difficulty. In high-
error regions where the average error € exceeds 0.2, the threshold is reduced to 0.0035,
resulting in about 40% more split or clone operations per iteration to better handle complex
crack boundaries. In low-error regions, with average error below 0.05, the threshold is
increased to 0.0065, limiting densification to the highest-gradient Gaussians and avoiding

unnecessary Gaussian growth in smooth, well-reconstructed surfaces. The boundaries of 0.2
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and 0.05 correspond to normalized pixel errors of 51 out of 255 and 13 out of 255, marking
the difference between visually significant reconstruction failures and near-perfect quality.

Moreover, multi-view training in 3DGS may introduce additional complexity because wide-
baseline views observe the same 3D point from vastly different angles. Therefore, viewpoint
diversity is quantified using unit direction vectors £; = cp;/||cp;|| where cp; is the camera
position. The pairwise angular distance can be expressed as:

Ay = [|E - &, (22)

ranges from 0 (coincident cameras) to 2 (opposite directions). The batch dispersion metric can
be expressed as:

D =max A (23)
LJj

ij
characterizes the maximum angular span. When D > 1 (equivalent to ~ 120° separation,

common in drone aerial surveys), gradient VH_ZDL accumulates contributions from
l

geometrically inconsistent views. To accommodate this uncertainty, an additional safety factor

is applied:

0.5T,qqiive  ifD > 1
Tanal = { adaptive (2 4)

Tadaptive otherwise ’

Halving the threshold for wide-baseline batches permits more Gaussians to split, providing
sufficient representational capacity for view-dependent effects. The final densification

decision is:

True  if ||VM;DL|| > Thl
3 D

densify(@;) = { (25)

False  otherwise

where the Gaussian parameters @; = {X;, q;, sf;, B;, f;} contains position, rotation, scale,
opacity, and color features.

3.2.3 Multi-view batch processing and geometric consistency
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3DGS mainly relies on single-view training, which cannot disambiguate geometry, as a dark
linear feature may correspond to a 0.2 mm surface crack, a 2 mm shadow, or sensor noise.
AVGS resolves this through multi-view constraints by sampling N, viewpoints

simultaneously with accumulated loss:

Liotal = Zlivfiv [(1 - AD—SSIM)LS') + AD—SSIML]()O_SSIM] (26)

Backpropagating through L, jointly updates all Gaussian parameters to satisfy multiple
viewpoints simultaneously. True 3D cracks preserve epipolar consistency, projecting
coherently in every view, whereas photometric artifacts break this constraint and introduce
conflicting gradients that cancel out during accumulation. Under adaptive sampling, the

corresponding error reduction rate is:

das;
= prillVeL;lI?, (27)

where learning rate 7 and sampling probability pr; jointly determine convergence speed. With
pr; < L; The system achieves faster error decay. Multi-view gradients can also prevent
elongated floaters from depth ambiguity, thereby yielding smoother and more accurate steel

truss reconstructions.

4. Case Studies

In this section, the accuracy of the proposed method is validated through realistic 3D
reconstruction and segmentation of complex cracks and engineering structures. The case
studies presented in this paper include the South Building at the University of North Carolina
at Chapel Hill in North Carolina, United States; the Guokang Road in Shanghai, China; and
the Grand Auditorium of Tongji University in Shanghai, China. Notably, as the greatest
contribution of this paper is the proposed AVGS improved upon 3DGS, a hierarchical

validation strategy is adopted. The first case study uses the South Building at the University of
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North Carolina at Chapel Hill to validate AVGS's accuracy in 3D reconstruction of complex
engineering structures, establishing its effectiveness before proceeding to crack-specific
applications. The second and third case studies then demonstrate the complete pipeline,
primarily crack-focused validations: fine-tuned SAM first segments crack information from
multi-view 2D images, and AVGS subsequently performs 3D reconstruction of both complex
cracks and engineering structures. This progression from general structure reconstruction to
detailed crack analysis systematically demonstrates the method's capabilities across varying
scales and complexities. It is worth mentioning that, since the segmentation accuracy of fine-
tuning SAM has already been thoroughly validated in medical imaging and engineering crack
scenarios [45, 47], additional comparisons with other 2D segmentation methods, are not
conducted. Instead, its accuracy is qualitatively evaluated in the subsequent case studies for
2D crack segmentation before 3D crack reconstruction. AVGS is compared with 3DGS [37]
and MVS [29]. Since the previous study [37] has already shown that 3DGS could achieve
higher reconstruction accuracy and computational efficiency than NeRF, comparisons with
NeRF are not included in this paper. All processing was carried out on a workstation equipped
with an Intel® Core™ 19-14900KF (14th Gen, 24 cores, 32 threads, up to 6.0 GHz), 128 GB
Kingston DDR5-5200 memory, and two NVIDIA RTX 4090 GPUs (24 GB each). For 3D
reconstruction, both 3DGS and AVGS were implemented in Python 3.7.13 using PyTorch
1.12.1 with CUDA 11.6 support, along with torchvision 0.13.1 and torchaudio 0.12.1. The
implementation was built upon the official 3DGS codebase with differential Gaussian
rasterization, and a plyfile was used for point cloud I/O operations. AVGS extended the
baseline 3DGS by incorporating adaptive viewpoint importance sampling, spatially-aware
adaptive densification, and multi-view batch processing with geometric consistency
constraints as developed in Section 3.2.

Notably, 3D segmentation results could be obtained more directly by setting the background

24



578

579

580

581

582

583

584

585

586

587

588

589

590

591

592

593

594

595

596

597

598

599

600

601

602

to pure white during 2D segmentation, thereby retaining only the segmented 3D crack model
in subsequent reconstruction. However, to provide a clearer visual comparison between the
segmented crack and its surrounding engineering structure and environment, the background
is deliberately preserved by marking only the 2D crack regions in red during segmentation. As
a result, the final 3D segmentation outputs include both the red-highlighted target crack and
the complex background, thereby providing a more intuitive demonstration of segmentation
effectiveness.

Moreover, ideally, the reconstructed 3D models should be compared against ground-truth
3D models. However, due to the large scale and complexity of these engineering structures,
obtaining accurate ground-truth models is practically infeasible. Therefore, this study adopts a
widely used evaluation approach from the 3D reconstruction field [37]: the reconstructed 3D
models are projected onto each camera viewpoint to generate 2D rendered images, which are
then compared with the original recorded images using image similarity metrics.

The evaluation metrics used include:

1) L1 Loss: Measures the average absolute difference between pixel values of the

reconstructed and original image views. Smaller values indicate closer similarity.

2) Peak Signal-to-Noise Ratio (PSNR): Quantifies the ratio between the peak signal energy

and the average noise energy in decibels (dB). Higher values indicate better similarity.

3) SSIM: Assesses the structural similarity between reconstructed and original images,

ranging from 0 to 1. Values closer to 1 indicate greater similarity.

For each metric, results are averaged across all views by comparing all original recorded
images with the corresponding rendered images produced by projecting the reconstructed 3D
models.

Furthermore, this study primarily focuses on the 3D scene reconstruction of cracks and

engineering structures, rather than the quantitative calculation of 3D crack width. The 3D crack
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width can be obtained by measuring distances in 2D segmented images and projecting these
measurements into 3D space using the camera projection matrix [4], or by directly calculating
the distance between points in the reconstructed 3D point cloud. Therefore, accurate 3D scene

reconstruction provides the essential basis for these subsequent quantitative analyses.

4.1 Case study: South Building

The South Building at the University of North Carolina at Chapel Hill is an important facility
used for dormitories, classrooms, and as a meeting space for North Carolina’s oldest debating
societies. The building comprises four floors and covers approximately 2,300 square meters.
For this study, 128 images with a resolution of 3072x2304 pixels were captured from different
positions around the building. Given the large image resolution and substantial number of
images, all images are downsampled to a maximum dimension of 1600 pixels during training

to reduce computational complexity while maintaining sufficient detail for reconstruction.

(a) South Building

» a? .
= | Dﬂ&;}; ﬁ — "

LR TY =

(b) Guokang Road (c¢) Grand Auditorium of Tongji University

Fig.3. Initial sparse 3D point cloud, and related camera positions and poses generated by

SfM.
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As mentioned before, in this case study, the primary aim is to verify the accuracy of the
proposed AVGS, enhanced by 3DGS, for 3D complex structure reconstruction, which is an
important basis for 3D crack segmentation and reconstruction. Also, as previously described,
the South Building at the University of North Carolina at Chapel Hill is a large and structurally
complex engineering facility, which makes it an ideal subject for validating the method’s
ability to capture 3D intricate architectural details. Because the images were captured from a
distance, they only show the overall geometry of the building, with few or no visible cracks.
Therefore, this case is quite suitable only for evaluating AVGS performance in general 3D
structure reconstruction, not for crack detection or segmentation. To generate dense point
clouds using MVS, 3DGS, and AVGS, these images are firstly processed by SfM, to produce
a sparse 3D point cloud with camera positions and orientations as shown in Fig. 3(a).

Firstly, based on the initial results shown in Fig. 3(a), MVS, 3DGS, and AVGS are each
applied to reconstruct the 3D dense models of the South Building. For brevity, only the 3D
reconstruction results generated by 3DGS and AVGS at the 45,000 iteration are presented
in the qualitative comparisons in Fig. 4. The results demonstrate that all three methods, MVS,
3DGS, and AVGS, successfully produce clear and detailed 3D dense point clouds, accurately
representing both the overall geometry and surface textures of the South Building. However,
the 3D model produced by MVS shows limited detail, as especially indicated in the zoomed
yellow boxes in Figs. 4(a) and 4(d). It can be seen that white noise points are present around
the windows for all camera views, making fine textures and shapes difficult to distinguish.
Additionally, features such as windows are not well represented in the 3D reconstruction. In
contrast, the 3D models reconstructed by 3DGS and AVGS appear highly realistic and closely
match the actual structure, as shown in Figs. 4(b), 4(c), 4(e), and 4(f). Both methods preserve
not only the overall geometry but also capture detailed features such as the windows, as

highlighted in the zoomed-in yellow boxes. However, as observed more specifically, the 3D
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model generated by AVGS is more realistic, with richer window details. The model generated
by 3DGS, especially near the boundaries between trees and windows, shows significant
blurring and artifacts. In contrast, the 3D model generated by AVGS maintains high fidelity
and preserves fine details in these challenging areas, as shown in the yellow zoom-in boxes.
Moreover, quantitative comparisons of the 3D models generated by 3DGS and AVGS at
various iterations are presented in Fig. 5. The 3D model produced by MVS is excluded from
these comparisons, as its quality is determined to be significantly lower than that of 3DGS
and AVGS, as previously demonstrated in Fig. 4. To capture the progression throughout the
iterative process, four representative iteration steps are selected: the 10,000%, 25,000%,
35,000™, and 45,000". As shown in F ig. 5, lower L1 Loss values and both higher PSNR and
SSIM scores are consistently achieved with AVGS compared to 3DGS across all iterations.
Furthermore, the performance gap between the two methods is observed to widen as the
number of iterations increases. This is because AVGS addresses three key limitations of
3DGS when reconstructing 3D complex structures. First, adaptive importance sampling
allocates more training to complex engineering structures and challenging regions, such as
the boundaries between windows and adjacent trees, rather than oversampling well-converged
smooth surfaces. Second, spatially aware densification applies dynamic thresholds, thereby
enabling denser Gaussian representations in high-error zones and more efficient memory use
elsewhere. Third, multi-view batch processing enforces geometric consistency, thereby
improving discrimination between true engineering structure details and image artifacts, and

thereby significantly reducing false positives.
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(e) 3DGS from camera view 2

666 - (¢) AVGS from camera view 1 (f) AVGS from camera view 2

667  Fig.4. Reconstructed 3D models of the South Building generated by MV, 3DGS at the
668  45,000™ iteration, and AVGS at the 45,000™ iteration. Yellow insets show zoomed-in views
669  of window frames and tree-building boundaries, highlighting the reconstruction quality of

670  architectural details.
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672  Fig.5. Quantitative comparisons of reconstructed 3D structural models of the South Building

673  generated by 3DGS and AVGS, at different iterations.
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To evaluate AVGS's practical applicability, computational cost, and efficiency are
compared with 3DGS in the South Building case, as shown in Fig. 6. Fig. 6(a) demonstrates
nearly identical training times, both requiring approximately 2100 seconds for 45,000
iterations, indicating negligible computational overhead. Fig. 6(b) shows GPU memory usage
over iterations. AVGS exhibits slightly higher consumption, with peak usage reaching
approximately 17,000 MB compared to 3DGS's 15,500 MB during densification. This modest
increase results from adaptive densification, allocating more Gaussians to complex regions,
but it remains within modern GPU capacity. Fig. 6(c) presents the Gaussian count evolution.
AVGS converges to approximately 1.7 million Gaussians, a 50% increase over 3DGS's 1.1
million. This higher density contributes to superior reconstruction quality, as spatially-aware
densification strategically allocates Gaussians to challenging regions while maintaining
efficiency elsewhere. Both methods stabilize after approximately 15,000 iterations. These
results show AVGS achieves significant improvements with acceptable costs, demonstrating

feasibility for reconstructing practical engineering structures.

4.2 Case study: Guokang Road

Guokang Road is an east—west thoroughfare located in the Yangpu District of Shanghai, China,
extending from Siping Road in the east to Zhongshan North Second Road in the west. The
southern side of Guokang Road borders Tongji University. Originally planned as part of the
Greater Shanghai Plan by the National Government in 1932 and officially named Guokang
Road at that time, the road surface was paved with asphalt in 1980. For this study, 23 images

with a resolution of 3840%2160 pixels were collected along Guokang Road.
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698  Fig.6. Computation cost and efficiency comparisons of 3DGS and AVGS, in the case of the
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To generate dense point clouds using MVS, 3DGS, and AVGS, these images are first
processed by SfM to produce a sparse 3D point cloud with associated camera positions and
orientations, as shown in Fig. 3(b). As previously mentioned, this paper does not conduct
additional quantitative comparisons of the fine-tuned SAM against traditional segmentation
methods. However, to demonstrate the application of fine-tuned SAM in practical engineering
applications, qualitative segmentation results are provided. For Guokang Road, these results
are shown in Fig. 7. To save pages, only three representative images and their corresponding
binarized segmented crack masks are shown. It is observed that, in all three images, fine-tuned
SAM can clearly segment the corresponding cracks, even in regions that are extremely fine
and barely visible to the naked eye. Specifically, in the areas marked by yellow ellipses, fine-
tuned SAM successfully identifies and segments cracks that are otherwise difficult to detect,
demonstrating its effectiveness in practical engineering applications. Next, based on the initial
outputs in Fig. 3(b), MVS, 3DGS, and AVGS are used to reconstruct 3D dense models of the
Guokang Road with prior segmentation of the multi-view 2D images by fine-tuned SAM
shown in Fig. 7. For brevity, only the 3D results from 3DGS and AVGS at the 35,000th
iteration are included in the qualitative comparisons presented in Fig. 8. Notably, in the
Guokang Road case, the structural scale is much smaller than that of the South Building.
Therefore, the maximum number of training iterations is set to 35,000 rather than 45,000. It is
found that, because only 23 images were recorded for Guokang Road, which is much fewer
than for the South Building, the 3D model reconstructed by MVS appears extremely sparse
and most crack information is missing, as shown in Figs. 8(a) and 8(d). In contrast, both 3DGS
and AVGS produce highly realistic 3D reconstructions of the structure and cracks, preserving
very fine details, as shown in Figs. 8(b), 8(c), 8(e), and 8(f). However, the 3D model generated
by AVGS shows more crack details. As shown in the zoomed-in yellow boxes, AVGS can

realistically reconstruct even the very small cracks with high accuracy and fine details. This is
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also because AVGS improves upon 3DGS in three ways. More training is directed to small
cracks and challenging boundary regions on the road surface, rather than smooth areas.
Dynamic thresholds in the densification process increase Gaussian density in regions with
higher reconstruction errors and conserve memory in less complex areas. In addition, enforcing
geometric consistency across multiple views improves the separation of actual crack details

from artifacts, which reduces the false positive rate.
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(a) Original image 1 (b) Segmented crack mask 1
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(d) Segmented crack mask 2

(e) Original 1mage 3 (f) Segmented crack mask 3

Fig.7. Selected images and corresponding segmented crack masks using fine-tuned SAM
in the case of the Guokang Road. Yellow ellipses highlight extremely fine crack regions

that are barely visible to the naked eye but successfully identified by fine-tuned SAM.
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(a) MVS from camera view 1

(c) AVGS from camera view 1

Fig.8. Reconstructed 3D models of the Guokang Road generated by MVS, 3DGS at the
35,000™ jteration, and AVGS at the 35,000 iteration. Yellow insets show zoomed-in views

of narrow crack patterns on the road surface, demonstrating reconstruction fidelity of fine

crack features.

35

N - . L
[ )

P <Y
wh'y » W) 0_‘._' ®

S
2s' ptn

(d) MVS from camera view 2

(f) AVGS from camera view 2



00147 0.0131 . AVGS \
0.012 mam 3DGS
0.0101
a
2 0.008 |
|
—
— 0.006 1
0.004
0.002 4
0.000-
10,000 25,000 35,000
Iterations
(a) L1 loss
B AVGS 40.68
40| ™= 3DGS
a 38 1
=
o4
Z 36
Py
34
32-
25,000
Iterations
(b) PSNR
0.9790
0981 mmm AVGS 0.9755
B 3DGS
0.97 1
0.96 1
% 0.95 1
0.94 1
0.93 1
0.92 -
10,000 25,000 35,000
Iterations
746 (c) SSIM

747  Fig.9. Quantitative comparisons of reconstructed 3D structural and crack models of the

748  Guokang Road generated by 3DGS and AVGS, at different iterations.
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Fig.11. Quantitative assessments of segmented and reconstructed 3D crack model in the

case of the Guokang Road, using fine-tuned SAM and AVGS.

Quantitative comparisons of the 3D models reconstructed by 3DGS and AVGS at different
iterations are shown in Fig. 9. The MVS model is also excluded from these comparisons
because its quality is much lower, as shown in Fig. 8. Results at three representative iteration
steps are presented: 10,000, 25,000, and 35,000. AVGS consistently achieves lower L1 loss
and higher PSNR and SSIM scores than 3DGS, with the performance gap increasing over
additional iterations. It should be emphasized that both 3DGS and AVGS demonstrate highly
accurate 3D reconstruction of complex engineering structures and cracks in the Guokang Road
case. For example, at the 35,000 iteration, 3DGS achieves a PSNR of 37.17 dB, while AVGS
reaches 40.68 dB. These results are noteworthy not only in the field of civil engineering but
also in the field of 3D reconstruction [37].

Then computational efficiency is evaluated in the Guokang Road case. Fig. 10 presents
computational cost and efficiency comparisons between 3DGS and AVGS. Similar to the
South Building case, Fig. 10(a) shows AVGS requires slightly more training time than 3DGS,

approximately 6000 seconds versus 4700 seconds for 35,000 iterations. Fig. 10(b)
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demonstrates AVGS exhibits higher GPU memory consumption with peak usage around
23,000 MB compared to 3DGS's 18,000 MB, resulting from increased Gaussian allocation to
fine crack regions. Fig. 10(c) shows AVGS converges to approximately 5.1 million Gaussians,
substantially exceeding 3DGS's 2.1 million, thereby enabling superior representation of
complex crack details.

Although AVGS demonstrates superior reconstruction quality over 3DGS in the Guokang
Road case as shown in previous qualitative and quantitative comparisons, it is essential to
further validate the segmentation and reconstruction accuracy of the 3D crack model using
crack-aware metrics of precision and recall. Fig. 11 presents quantitative assessments across
all camera viewpoints. The reconstructed 3D crack model is projected onto each camera view,
and the rendered segmented crack masks are compared with ground-truth 2D crack masks.
Precision measures the proportion of correctly identified crack pixels among all pixels
classified as cracks, while recall quantifies the proportion of actual crack pixels successfully
detected. Results demonstrate consistently high performance across all 23 views, with recall
values ranging from 79% to 95% and precision values ranging from 83% to 94%. Average
precision reaches 90.95% and average recall achieves 88.89%, suggesting AVGS accurately
reconstructs 3D crack geometry while maintaining spatial consistency across multiple
viewpoints. The stable performance across different viewing angles validates the effectiveness

of multi-view geometric consistency in distinguishing true crack features from artifacts.

4.3 Case study: the Grand Auditorium of Tongji University

The Grand Auditorium of Tongji University was completed in 1962 and is designated as one
of Shanghai's Outstanding Historical Buildings. Located at the center of the Tongji University
campus, the building adopts a prefabricated integral reinforced concrete grid structure with a

total construction area of 7,000 square meters. In this section, the analyzed structure
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component with cracks is a reinforced concrete arch located at the north entrance of the Grand
Auditorium. For this study, 21 images with a resolution of 3840%2160 pixels were captured
from various positions around the reinforced concrete arch. To generate dense point clouds
using MVS, 3DGS, and AVGS, these images are firstly processed by SfM to produce a sparse
3D point cloud with camera positions and orientations, as shown in Fig. 3(¢).

As with the case of Guokang Road, qualitative segmentation results produced by the fine-
tuned SAM are also provided for the reinforced concrete arch at the north entrance of the Grand
Auditorium of Tongji University. For this structure, three representative images and their
corresponding binarized segmented crack masks are shown in Fig. 12. For the reinforced
concrete arch, the fine-tuned SAM can quite accurately segment the cracks in all three images,
including those barely visible to the naked eye. The regions highlighted by yellow ellipses
illustrate that even subtle cracks are correctly identified, demonstrating the robustness of the
fine-tuned SAM for practical engineering structures. Then, based on the initial outputs shown
in Fig. 3(c), MVS, 3DGS, and AVGS are used to reconstruct 3D dense models of the reinforced
concrete arch at the north entrance of the Grand Auditorium of Tongji University, following
prior segmentation of the multi-view 2D images by the fine-tuned SAM shown in Fig. 12.
Consistent with the Guokang Road case, as the structural scale is much smaller than that of the
South Building, the maximum number of training iterations is set to 35,000. As shown in Fig.
13, the 3D model generated by MVS is extremely sparse, and most crack and structure
information is not reconstructed. Both 3DGS and AVGS produce realistic 3D models of the
reinforced concrete arch, accurately representing the overall structure and most of the surface
features. However, in the specific regions marked by the zoomed-in yellow boxes, noticeable
differences appear. 3DGS is unable to reconstruct many of the fine cracks in these areas, and
some small cracks are almost invisible in the 3DGS reconstruction. In contrast, AVGS can

reconstruct and reveal even the very small cracks clearly, providing a more detailed and
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complete representation of the cracks on the concrete arch. Such detailed 3D crack
reconstruction is crucial for accurately assessing the actual condition of the reinforced concrete
arch, and therefore essential for its effective SHM. This improvement is also primarily due to
AVGS's adaptive sampling and dynamic densification, which focus more computational
resources on complex or crack-rich regions. By also enforcing geometric consistency across
views, AVGS is better able to capture subtle and narrow cracks in reinforced concrete arches,
resulting in a more detailed and reliable reconstruction.

Quantitative comparisons of the 3D models reconstructed by 3DGS and AVGS at different
iterations are shown in Fig. 14. The MVS model is excluded from these comparisons due to
its much lower quality, as shown in Fig. 13. Results for three representative iteration steps at
10,000, 25,000, and 35,000 iterations show that AVGS achieves lower L1 loss and higher
PSNR and SSIM values than 3DGS, and the performance gap increases as the number of
iterations grows. Notably, at the 35,000™ iteration, 3DGS achieves a PSNR of only 33.77 dB,
while AVGS reaches 37.27 dB. This high level of reconstruction quality with AVGS is

remarkable in both the civil engineering and the 3D reconstruction fields [37].
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(a) Original image 1

(c) Original image 2

(e) Original image 3

Fig.12. Selected images and corresponding segmented crack masks using the fine-tuned SAM
in the case of the reinforced concrete arch of the Grand Auditorium of Tongji University.

Yellow ellipses highlight subtle crack regions that are barely visible in the original images but

accurately segmented by fine-tuned SAM.
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(¢) AVGS from camera view 1 (f) AVGS from camera view 2

Fig.13. Reconstructed 3D models of the reinforced concrete arch of the Grand Auditorium of
Tongji University generated by MVS, 3DGS at the 35,000'" iteration, and AVGS at the 35,000™
iteration. Yellow insets show zoomed-in views of small crack details on the concrete arch

surface, revealing reconstruction capability for fine crack geometry.
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855  Auditorium of Tongji University generated by 3DGS and AVGS, at different iterations.
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Fig.16. Quantitative assessments of segmented and reconstructed 3D crack model, in the

case of the Grand Auditorium of Tongji University, using fine-tuned SAM and AVGS.

Then computational efficiency is evaluated in the Grand Auditorium of Tongji University
case. Fig. 15 presents computational cost and efficiency comparisons between 3DGS and
AVGS. Similar to previous cases, Fig. 15(a) shows nearly identical training times for both
methods, with AVGS requiring approximately 5500 seconds for 35,000 iterations, indicating
additional negligible computational overhead. Fig. 15(b) demonstrates that AVGS exhibits
higher GPU memory consumption, with peak usage reaching approximately 23,000 MB
compared to 3DGS's 13,000 MB, resulting from increased Gaussian allocation to fine crack
regions on the reinforced concrete arch. Fig. 15(c) shows AVGS converges to approximately
1.9 million Gaussians, substantially exceeding 3DGS's 0.75 million, enabling superior
representation of complex crack details on the arch surface.

Although AVGS demonstrates superior reconstruction quality over 3DGS in the Grand
Auditorium case, it is essential to further validate the segmentation and reconstruction
accuracy of the 3D crack model using crack-aware metrics. Fig. 16 presents quantitative

assessments across all 21 camera viewpoints, where the reconstructed 3D crack model is
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projected onto each view and compared with ground-truth 2D crack masks. Results
demonstrate consistently high performance across all views, with precision and recall values
maintaining stable levels throughout different viewing angles. Average precision reaches
84.66% and average recall achieves 88.96%. The slightly lower precision compared to the
Guokang Road case (90.95%) reflects the increased complexity of the reinforced concrete arch
structure, where irregular surface geometry and more challenging geometry conditions
introduce additional reconstruction difficulty. Nevertheless, the stable performance indicates
AVGS accurately reconstructs 3D crack geometry while maintaining spatial consistency

across multiple viewpoints.

4.4 Sensitivity Analysis and Ablation Studies of AVGS

In this section, to systematically evaluate the effectiveness of each proposed component within
AVGS as an enhancement over standard 3DGS, comprehensive sensitivity analyses and
ablation studies are performed. Given that these analyses necessitate multiple iterations of 3D
reconstruction using AVGS, which demands substantial computational resources and
processing time, only the image data from the South Building case study are utilized. To further
reduce computational complexity, the images were downsampled by a factor of 8, and the total
training iterations were set to 10,000.

To validate the sensitivity of the proposed adaptive viewpoint importance sampling
mechanism and determine the optimal weight distribution among the four difficulty indicators,
reconstruction error, gradient magnitude, texture complexity, and geometric consistency in Eq.
(12), a series of sensitivity analyses are conducted using different view score weight
configurations. As shown in Table.1, six distinct weight schemes are evaluated to
systematically assess each component's contribution to reconstruction quality. The Uniform

configuration assigns equal weights of 0.25 to all indicators, serving as a baseline to test
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whether differentiated weighting is necessary. The Error only configuration uses a weight of
1.0 solely for reconstruction error to examine if a single indicator suffices. The Error +
Gradient scheme distributes weights equally at 0.5 between error and gradient to assess their
combined effect while neglecting texture and geometric factors. The No Texture and No
Geometry configurations exclude texture complexity and geometric consistency respectively,
to evaluate the necessity of each component. The Proposed configuration implements weights
0f 0.4, 0.3, 0.2, and 0.1 based on theoretical analysis of each indicator's relative importance in
determining view difficulty, as illustrated in Section 3.2.1. Results demonstrate that the
Proposed configuration achieves superior performance with L1 Loss of 0.0421, PSNR of
24.0498 dB, and SSIM of 0.8667. The Uniform configuration yields suboptimal results at L1
Loss of 0.0449 and PSNR of 23.1962 dB, indicating that equal weighting fails to accurately
capture indicator importance. The Error only configuration shows minimal improvement,
indicating that reconstruction error alone is insufficient. The No Texture configuration
performs particularly poorly at L1 Loss of 0.0453, highlighting the critical role of texture
complexity in identifying challenging regions such as crack boundaries. These findings
validate the proposed weight distribution, suggesting its effectiveness in guiding adaptive

viewpoint sampling for enhanced reconstruction quality.

Table. 1. Sensitivity analyses of AVGS using different view score weight configurations.

Weight Configuration Error Gradient Texture = Geometry L1 Loss PSNR SSIM

Uniform 0.25 0.25 0.25 0.25 0.0449 23.1962  0.8632
Error only 1.0 0 0 0 0.0449 23.3004  0.8626
Error + Gradient 0.5 0.5 0 0 0.0444 23.7369  0.8628
No Texture 0.5 0.375 0 0.125 0.0453 23.2584  0.8625
No Geometry 0.44 0.33 0.22 0 0.0431 23.7041  0.8664
Proposed 0.4 0.3 0.2 0.1 0.0421 24.0498  0.8667
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To wvalidate the threshold coefficients in the spatially-aware adaptive densification
mechanism defined in Eq. (21), three different parameter configurations are evaluated. The
adaptive threshold adjusts based on global reconstruction error, where high-error regions
require lower thresholds to enable more densification, while low-error regions need higher
thresholds to prevent unnecessary Gaussian growth. As shown in Table. 2, the Aggressive
configuration uses factors of 0.5 and 1.5, the Conservative configuration employs factors of
0.9 and 1.1, and the Proposed configuration implements factors of 0.7 and 1.3. The Aggressive
configuration uses factors of 0.5 and 1.5 to test maximum threshold variation. The
Conservative configuration employs factors of 0.9 and 1.1 to examine minimal adjustment
effects. The Proposed configuration implements factors of 0.7 and 1.3 to balance adaptivity
and stability. Results demonstrate that the Proposed configuration achieves optimal
performance with L1 Loss of 0.0421, PSNR of 24.0498 dB, and SSIM of 0.8667. The
Aggressive configuration yields the poorest results at L1 Loss 0f 0.0478 and PSNR of 22.7361
dB, indicating that excessive threshold variation destabilizes optimization and leads to either
over-densification in smooth regions or premature convergence in complex areas. The
Conservative configuration shows moderate improvement with PSNR of 23.5609 dB, but its
limited adaptivity fails to adequately address spatial heterogeneity in reconstruction difficulty.
These findings validate the proposed threshold factors of 0.7 and 1.3, indicating their
effectiveness in balancing spatial adaptivity and optimization stability for enhanced

reconstruction quality.

Table. 2. Sensitivity analyses of AVGS using different threshold configurations.

Threshold Configuration = Parameters (High/Low Factor) L1 Loss PSNR SSIM41

Aggressive 0.5/1.5 0.0478 22.7361  0.8689>

Conservative 0.9/1.1 0.0440 23.5609  0.8671

Proposed 0.7/1.3 0.0421 24.0498 0.86233
944
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To systematically evaluate the contribution of each proposed component, an ablation study
is conducted by progressively adding modules to baseline 3DGS. As shown in Fig. 17, five
configurations are tested: Baseline 3DGS represents standard 3DGS without modifications.
Adaptive sampling only incorporates only the adaptive viewpoint importance sampling
mechanism that prioritizes challenging views. Densification only implements only the
spatially-aware adaptive densification with dynamic thresholds. Multiview loss only applies
only the multi-view batch processing with geometric consistency constraints. Full AVGS
integrates all three components. Results demonstrate that each component improves
performance over baseline 3DGS. The adaptive sampling only variant achieves L1 Loss of
0.0447 and PSNR 0f23.3161 dB, showing moderate improvement by directing training toward
challenging regions. The densification only variant yields substantial gains with L1 Loss of
0.0415 and PSNR of 23.9869 dB, indicating spatially adaptive thresholds effectively capture
complex features while avoiding over-densification. The Multiview loss only variant attains
L1 Loss of 0.0441 and PSNR of 23.6562 dB, demonstrating that geometric consistency
constraints help distinguish true structures from artifacts. The full AVGS configuration
achieves the best performance with L1 Loss of 0.0421, PSNR of 24.0498 dB, and SSIM of
0.8667, surpassing all individual variants. This validates the synergistic effect where adaptive
sampling ensures adequate training for challenging views, adaptive densification allocates
Gaussian primitives efficiently, and multi-view consistency enforces geometric correctness.
These findings indicate that each component addresses distinct limitations of standard 3DGS,

and their integration is essential for optimal reconstruction quality.
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Fig.17. Ablation studies of AVGS using different components.
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5. Conclusions

This paper proposes a computer vision-based method to segment and reconstruct 3D complex
engineering cracks realistically. Firstly, in the 2D domain, the fine-tuning SAM is introduced
to segment crack regions from 2D multi-view images. Then, in the 3D domain, AVGS is
proposed to reconstruct and segment 3D complex cracks and engineering structures. The
proposed approach has been applied to three practical engineering structures:

(1) When used to reconstruct the complex South Building, AVGS achieves a PSNR of
approximately 26 dB.

(2) For Guokang Road and the Grand Auditorium of Tongji University, which contain fine
cracks and complex engineering details, PSNR values ranged from 37 to 40 dB, indicating
great reconstruction performance for both cracks and structures.

In future work, several directions will be explored to enhance the method's applicability.
These include handling challenging environmental conditions such as extreme lighting
variations and occlusions, integrating with real-time robotic platforms like UAVs for dynamic
on-site inspection, incorporating multi-modal sensor data such as thermal imaging or LiDAR
to improve robustness in textureless regions, and developing scalability enhancements for
large-scale infrastructure networks where computational efficiency is critical for practical

deployment.
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